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For many years, server-based computing has been seen as a means of, at best, providing those 

within highly task-based environments with a controlled desktop environment. However, 

changes in software, hardware, security and management systems are leading towards server-

based computing being suitable for a far larger proportion of an organisation’s user base. 
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The Perfect Storm 
Time to review client computing strategies 
 

As different needs and issues converge on businesses and IT managers around managing costs and risk while 
creating an enabling environment, technology advances now mean that client-side computing can be more tightly 
controlled while still providing flexibility and cost effectiveness.  
 

 

¶ Organisations are faced with making decisions that will impact their approach to IT for the next decade 
Ad hoc decisions can no longer be supported ς IT decisions made now will have to be strategic, creating a flexible 
platform for IT and the business for the long term. 

¶ The business has to be in control ς IT is just an enabler 
For too long, IT has been a constraint on how many businesses have been able to work. Now, IT has to be seen as 
providing the facilitation required for the business to excel. 

¶ The PC can no longer be regarded as the main client device 
There is an explosion in device types that is driving the need for a more inclusive approach to application, 
function and data access. 

¶ ¢ƘŜ ŀǊƎǳƳŜƴǘ ƛǎ ƴƻǘ ōŜǘǿŜŜƴ ǘƘŜ ǳǎŜ ƻŦ ŀ άǘƘƛŎƪ ŎƭƛŜƴǘέ t/ ƻǊ ŀ ǘƘƛƴ ŎƭƛŜƴǘ  
With the advent of new form factors, such as the iPhone and other intelligent mobile devices, the real argument 
is about providing a consistent platform for accessing functionality. 

¶ But some users are better suited to a thin client 
Task workers (e.g. those in contact centres) and tethered users (those who spend most of their working time at a 
specific desk, generally seen as office workers) are best served by a thin client using a served image. Occasionally 
disconnected or highly mobile users will require a thick client ς but server-based controls can still be applied. 

¶ Data security has become a major issue 
By placing information on central servers, a greater amount of control can be applied on it. If data is not stored 
on the end user device itself, the value of the device is reduced to the cost of replacement only. 

¶ Business continuity is a major driver ς server-based computing makes this attainable for the individual 
Disaster recovery is a practice that is being overtaken by the necessity to keep users, departments and 
organisations working continuously. By using data centre techniques to maintain availability of server-based 
images, failure of an end user device is not a problem ς the user can just log in from a different device to access 
their existing image. 

¶ Centralised server-based images will improve Green credentials 
The average thick client runs at around 40W continuous power usage, and is used at around 4% of its resource 
utilisation. A thin client can be run at less than 10W. Server-based images can make optimum use of a virtual 
server farm, providing strong overall savings in power usage. 

¶ Asset lifecycles can be extended, creating further savings 
As the main workloads are moved from the client to the server, the client no longer has to be upgraded to keep 
up with changes in operating system and application requirements. Therefore, the average lifetime for a client 
can be extended to be more in line with its mechanical life. At the server side, virtualisation allows workloads to 
be better served from existing assets, so extending the life of servers. 
 

Conclusions 
Server-based computing is nothing new, but past issues have held it back from general usage outside of certain 
defined cases. However, with the growing maturity of the basic tools, combined with the strong emergence of 
platform technologies such as virtualisation and streaming, now is the perfect time to review the position of the 
desktop and other devices within the organisation.  
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1. Introduction 
 
! άtŜǊŦŜŎǘ {ǘƻǊƳέ ƻŎŎǳǊǎ ǿƘŜƴ ǾŀǊƛƻǳǎ ŘƛŦŦŜǊŜƴǘ ǿŜŀǘƘŜǊ ŜǾŜƴǘǎ ŎƻƳŜ ǘƻƎŜǘƘŜǊ ƛƴ ŀ ǿŀȅ ǘƘŀǘ ƳŀƪŜǎ ǘƘŜ ǊŜǎǳƭǘƛƴƎ 
storm far greater than any of the individual events themselves would have created. Similarly, the individual events 
that influence the use of server-based computing are coming together in a way that will create such a perfect storm 
for enterprises looking to move a far greater percentage of their user base to such a model. 
 
The PC Ƙŀǎ ōŜŜƴ ǘƘŜ Ƴŀƛƴǎǘŀȅ ƻŦ ǘƘŜ άƪƴƻǿƭŜŘƎŜ ǿƻǊƪŜǊέ ŦƻǊ Ƴŀƴȅ ȅŜŀǊǎΣ ǇǊƻǾƛŘƛƴƎ ŀ ǇƭŀǘŦƻǊƳ ŦƻǊ ǊǳƴƴƛƴƎ 
applications directly while also providing the means of dealing with the changing needs of client/server, web-based 
applications and virtualised systems. However, other form factors and means of providing functional access to 
corporate systems and data are beginning to stress the PC model, and the various issues raised now mean that the 
time is ripe for organisations to review how client-side computing is carried out. 
 
The growth in the use of increasingly powerful portable computers has introduced issues around data security and 
ensuring that external individuals cannot gain easy access to the corporate network. The rising functionality of other 
mobile form factors, such as multi-function devices like the Apple iPhone, Nokia N9x series, BlackBerry Bold/Storm 
and others, as well as emerging devices such as the ultra mobile PC (UMPC) and NetPC, mean that a focus on the PC 
as the main device will not provide the end result many organisations are searching for. Also, many environments are 
now looking at bespoke device styles ς for example, the public sector is making far more use of small format, personal 
digital assistants (PDAs) and tablet-style devices, but need full access to central data stores to report on dynamic 
situations. 
 
Further, the arguments over whether PCs should be replaced by thin client devices become less valid ς because it 

would not be possible for such devices to replace the laptop, the 
intelligent multi-function telephony device or the bespoke device. 
The thin client computer has its role within the solution, but is no 
more the universal device than the PC is. 
 
What is apparent is that moving the main focus for computing from 
the end device to a central environment, whether this be for 
security reasons, because an organisation is making a move to a 
cloud computing architecture, or for pure cost reasons, means that 
a new approach is required in addressing how the functionality is 
provisioned and accessed for the end-user device itself. 
 
Therefore, we see the various aspects coming together ς the need 
for greater control, the need for preventing accidental data leakage, 

the need to make end user devices less maintenance hungry, the need for a user experience that is consistent across 
a range of devices, the need for systems to be able to embrace emerging functional models such as software as a 
service (SaaS) and cloud computing ς makes the need to look at server-based computing far more important than it 
has been in the past. 
 
This report looks at the issues faced by organisations today when looking at new end-user device requirements, and 

presents discussions around why a hybrid approach of server-based computing, virtual desktops and trickled 

applications provides an ideal solution for the future. The document should be read by technical staff responsible for 

ƛƴǾŜǎǘƛƎŀǘƛƴƎ ǘƘŜ ŦǳǘǳǊŜ ƻŦ ŀƴ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ŘŜǎƪǘƻǇ ƛƴŦǊŀǎǘǊǳŎǘǳǊŜΣ ōȅ ǘƘƻǎŜ ǿƘƻ ŀǊŜ ƭƻƻƪƛƴƎ ǘƻ ǘƘŜ ǎŜŎǳǊƛǘȅ ƴŜŜŘǎ ƻŦ 

ŀƴ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ Řŀǘŀ ŀssets, and by business people wanting a better understanding of where the future of 

computing lies. 

¢ƘǊƻǳƎƘƻǳǘ ǘƘŜ ǊŜǇƻǊǘΣ ǘƘŜ ǘŜǊƳ άserver-ŎŜƴǘǊƛŎ ŎƻƳǇǳǘƛƴƎέ ƛǎ ǳǎŜŘΦ This term is used for consistency: however, it 
may be seen from various vendors as being presented as thin client computing, centralised application management 
and delivery or by other terms. !ƭǘƘƻǳƎƘ ŜŀŎƘ ǾŜƴŘƻǊ ǿƛƭƭ ƘŀǾŜ ƛǘǎ ƻǿƴ ŘƛŦŦŜǊŜƴǘƛŀǘŜŘ άǎǇƛƴέ ƻƴ ǘƘŜ ƻǾŜǊŀƭƭ ƳŜǎǎŀƎŜΣ 
the aim is to provide the business and the IT department with greatŜǊ ŎƻƴǘǊƻƭ ƻǾŜǊ Ƙƻǿ ǳǎŜǊǎΩ ŘŜǎƪǘƻǇǎ ŀǊŜ ǇǊƻǾƛŘŜŘΣ 
monitored and managed. 

  

άThe thin client 
computer has its role 
within the solution, but 
is no more the 
universal device than 
the P/ ƛǎΦέ 
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2. PCs and thin clients  
 

 
 
The PC form factor has been with us since the original IBM PC was launched in 1981. 28 years of evolution has seen 
many changes to the PC, but has also still left us with many issues. 
 
The main basis for the PC is a device that can be used stand-alone, having all the capabilities to store the operating 
system, the application and the data required by the user to carry out their work. This requires a lot of different 
technical components, from the central processing unit (CPU) and supporting chipsets upwards, including many 
moving parts (e.g. the hard disk drive, and cooling fans within the PC chassis and the power supply). Although ideally 
placed to meet the requirements of an environment where network connectivity was intermittent, or the bandwidth 
was of low quality, this approach has led to the PC often being a weak link in the functional chain. Should the PC fail, 
then it has ofǘŜƴ ōŜŜƴ ǘƘŜ ŎŀǎŜ ǘƘŀǘ ǘƘŜ ǿƻǊƪŜǊΩǎ ŀǎǎƻŎƛŀǘŜŘ Řŀǘŀ Ƙŀǎ ŀƭǎƻ ōŜŜƴ ƭƻǎǘΣ ŀǘ ƭŜŀǎǘ ŦƻǊ ǘƘŜ ǇŜǊƛƻŘ ƻŦ ǘƛƳŜ 
until the PC has been (expensively) fixed and the data restored ς if it was ever backed up in the first place. 
 
As we moved into a more distributed computing world, using client/ 
server approaches for much of our computing needs, a larger 
ǇǊƻǇƻǊǘƛƻƴ ƻŦ ŀ ǿƻǊƪŜǊΩǎ Řŀǘŀ ǎǘŀǊǘŜŘ ǘƻ ōŜ ǎǘƻǊŜŘ ŀǿŀȅ ŦǊƻƳ ǘƘŜ t/ 
device itself, instead using shared storage on centralised servers, which 
in most cases were then parǘ ƻŦ ŀƴ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ōŀŎƪǳǇ ŀƴŘ ǊŜǎǘƻǊŜ 
strategy. However, all the settings for how a worker carried out their 
work, all the applications that they needed and, more often than not, a 
proportion of their information created from client-side applications 
were still held on the PC device itself. 
 
To try and address this issue, various vendors came up with the idea of 
ŀ άǘƘƛƴ ŎƭƛŜƴǘέ ŘŜǾƛŎŜΦ Based on the original computing premise of 
everything being carried out on the mainframe or mid-range computer 
and only the visual components of the work being represented at the 
client (in most cases, as pure character blocks), the thin client was an 
attempt to minimise the components, power usage and capability for 
failure while still providing a highly visual means of accessing the main 
enterprise applications within an organisation. 
 
The thin client worked fine with applications that were well-architected 
to run all the business logic in a server-based environment, such as 
those with web-based clients, or for those that were already being 
provisioned for a server-based computing approach. This did, however, bring other issues to the fore, with the need 
for single execution, yet multi-user, sessions with security and information fidelity concerns stopping many 
applications from being able to run successfully in this type of environment. 
 
Behind the thin client discussion was also the argument that a thin client would be appreciably cheaper than a PC to 
acquire, and that the life of the device would also be a lot longer than a PC, due to fewer parts. That the device was 
also carrying out less computing itself also meant that a thin client should have lower running costs and, as such, the 
total cost of ownership (TCO) of a thin client against a PC would make the thin client an obvious choice for many. 
However, with PC sales running at close to 300m per year, against thin client sales of around 5m, it is apparent that 
ǘƘŜ ŎƻƴŎŜǇǘ ƻŦ ǘƘŜ ǘƘƛƴ ŎƭƛŜƴǘ ǎǘƛƭƭ ƘŀǎƴΩǘ ǘŀƪŜƴ a strong ƘƻƭŘ ƛƴ ǘƘŜ ǳǎŜǊǎΩ ƳƛƴŘǎŜǘΦ 
 
 

Main findings: 
¶ The PC is a well-accepted and mature platform 

¶ PC and laptop prices have collapsed to a point where the dedicated thin client versus PC running as a 
thin client device argument is relatively moot from a cost perspective 

¶ Thin client sales remain low in relation to PC sales 

¶  

ά!ƭǘƘƻǳƎƘ ƛŘŜŀƭƭȅ 
placed to meet the 
requirements of an 
environment where 
network connectivity 
was intermittent, or 
the bandwidth was of 
low quality, this 
approach has led to 
the PC often being a 
weak link in the 
fuƴŎǘƛƻƴŀƭ ŎƘŀƛƴΦέ 
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3. Issues in the end device battle 
 

 
 
While the TCO discussions were going on, the price of a PC was beginning to tumble. For many years, the average cost 
of a PC to an enterprise had stayed relatively stable, with the same amount being paid even though new machines 
had more memory, larger disk drives, faster CPUs and graphics and network capabilities. During 2007/8, the price of 
PCs crashed, making entry level PCs as cheap as, or often cheaper than, many thin clients. 9ǾŜƴ ŀǘ ǘƘŜ άǇǊŜƳƛǳƳέ 
level of a laptop device, prices collapsed to the point where it often made greater sense for an organisation to replace 
desktop PCs with laptop devices to provide a greater deal of mobility to its workforce. 
 
Even though prices have dropped to be highly competitive with thin client devices, the overall capabilities of a PC 
have continued to improve. Not only are we now seeing dual- and quad-core CPUs and fast 2D and 3D graphics 
ŎŀǇŀōƛƭƛǘƛŜǎΣ ōǳǘ ǿŜ ŀǊŜ ŀƭǎƻ ǎŜŜƛƴƎ άƎǊŜŜƴŜǊέ t/ǎ ǿƛǘƘ ƭƻǿŜǊ ǇƻǿŜǊ ǊŜǉǳƛǊŜƳŜƴǘǎ ŀƴŘ ōŜǘǘŜǊ capabilities around deep 
sleep/hibernation support to minimise power utilisation when not in use, combined with advanced wake-on-LAN 
support so that PCs can be brought back online for automated patching and updating as required. 
 
Meanwhile, many organisatiƻƴǎ ŦƻǳƴŘ ǘƘŀǘ ǘƘƛƴ ŎƭƛŜƴǘǎ ǿŜǊŜ ǾƛŜǿŜŘ ŀǎ ōŜƛƴƎ άƛƴŦŜǊƛƻǊέ ōȅ Ƴŀƴȅ ǿƻǊƪŜǊǎ ς a device 
for those who were purely task oriented (such as contact centre agents), rather than for knowledge workers or 
executives, and Quocirca has seen some organisations fail in thin client implementations for this human issue, rather 
than anything more technical.  
 
However, a PC can run as a thin client ς and many organisations have taken the opportunity to take such an approach 
to maximise their investments. A PC running as a thin client can have its lifecycle extended, often to a considerable 
extent. The majority of PCs have historically been replaced by organisations at around 3ς4 year intervals to make the 
most of new technologies coming through, and due to the increased rate of failure perceived after such a period. 
However, if little work is being carried out at the PC itself, with the majority of applications being server-based and all 
data being stored remotely, PCs can now have an extended lifecycle of 7ς10 years. Even if the PC fails, it is in many 
ŎŀǎŜǎ ƻƴƭȅ ŀ άŘǳƳōέ ŘŜǾƛŎŜΣ ŀƴŘ Ŏŀƴ ōŜ Ŝŀǎƛƭȅ ǊŜǇƭŀŎŜŘ ǿƛǘƘ ǘƘŜ ǳǎŜǊ ǳǇ ŀƴŘ ǊǳƴƴƛƴƎ ŀƎŀƛƴ ƛƴ ŀ ǎƘƻǊǘ ǎǇŀŎŜ ƻŦ ǘƛƳŜΦ 
Not only does this have direct impact on managing the cost base of the client devices, but it also simplifies an 

ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ƎǊŜŜƴ ŎǊŜŘŜƴǘƛŀƭǎΣ ƛƴ ǘƘŀǘ ŦŜǿŜǊ ŘŜǾƛŎŜǎ ŀǊŜ ōŜƛƴƎ 
disposed of over a period of time. As each PC reaches the natural 
end of its extended lifecycle, or it fails, it can be replaced with a 
lower power thin-client specific device to further reduce overall 
power costs while maintaining green credentials. 
 
Therefore, Quocirca has seen a mix of approaches within many 
organisations ς thin clients for task workers, PCs running in thin-
client mode for some knowledge workers, PCs running in a hybrid 
thick/thin client mode for those with a more mixed workload, PCs 
running in full PC and client/server mode for executives/knowledge 
workers and laptops generally running as stand-alone devices for 
mobile workers. 
 
However, this has become further complicated as other devices 
have become more functional. While it was accepted that a worker 
would generally need to have access to a PC-style device or a thin 
client, they would also need access to a desk phone and to a 

mobile telephony device, and also often to a PDA device for ad hoc information access. Now, Quocirca sees that 
convergence at the network layer has driven technology such as voice over IP (VoIP) into the organisation, and the 
massive growth in the capabilities of the mobile phone, as shown in devices such as the BlackBerry Bold/Storm, the 

Main findings: 
¶ The direction has to be to move away from seeing thin client computing as a device issue 

¶ The explosion in device types means that an agnostic view of the device has to be taken 

¶ However, human nature will see certain devices as being inferior to others 

άLŦ ƭƛǘǘƭŜ ǿƻǊƪ ƛǎ ōŜƛƴƎ 
carried out at the PC 
itself, with the majority 
of applications being 
server-based and all 
data being stored 
remotely, PCs can now 
have an extended 
lifecycle of 7ςмл ȅŜŀǊǎΦέ 
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Apple iPhone and the Nokia N9x series has meant that there has been a high degree of convergence of capabilities at 
the device level. However, this has also meant that there has been a divergence in the type of device a user may be 
using at any one time. 
 
Now, a mobile worker may well see their phone as their main access device on a day-to-day basis, seeing the laptop 
as a device only to be used as a tool of last choice. Even when in the office, such workers may not choose to use a PC 
or typical thin client device for ad hoc access ς and the IT function within an organisation must be prepared to 
support these workers as full peers in the organisation. 
 
It therefore becomes necessary to move away from this being a device war, and to focus on it being an inclusive 
approach ς the way that computing is provided to the business must be capable of being independent of device, and 
of distance. This brings us back to the need for the main computing function to be carried out in a centralised manner 
ς but at the same time connectivity and response times for individual users cannot be taken for granted. 

 

4. Historical issues with Terminal Services and server-based computing 
 

  
 
Further evolution of application architectures led to an ƛƴŎǊŜŀǎƛƴƎ ƘȅōǊƛŘƛǎŀǘƛƻƴ ƻŦ Ƴŀƴȅ ƻǊƎŀƴƛǎŀǘƛƻƴǎΩ ŜƴǾƛǊƻƴƳŜƴǘǎΦ 
PC-based applications were mixed with client/server based systems, and web-based applications began to come to 
the fore. Problematically for organisations, each approach never killed off any of the previous ones, and so access to 
multiple applications in different ways had to be allowed for. 
 
As Microsoft evolved its Windows operating system, in 1998 it also introduced a capability for accessing applications 
which were run centrally, but viewed remotely. Known as Windows NT4 Terminal Server Edition, this was 
rudimentary at best, and was suitable only for niche usage. The system was based on the creation of a full user 
account on the server which was then held as an image that an individual could access from a remote device. The 
image did not place any part of the application at the remote device itself, and provided a high level of command and 
control ς but only in certain circumstances. 
 
For early adopters, a further attraction was in taking all of these images and centralising them within the data centre 
itself. This provided the means of controlling not only what applications users could run, but also provided a greater 
degree of data control and security as all parts of the application and the data were kept within the data centre itself. 
A big point in the favour of server-based computing was that the 
part that the user saw had no special requirements ς it was a pure 
visualisation of what was happening at the server itself, and as 
such could be rendered onto multiple different device types, 
including PCs and laptops, thin clients, PDAs and some mobile 
phones. This did, however, need support for specific protocols, and 
this brought vendors such as Citrix to the fore with their advanced 
protocols that enabled such access from both Windows and non-
Microsoft devices. 
 
Again, early versions of server-based computing systems suffered 
from various issues to various degrees. The need to support local 
devices, such as USB devices, scanners and storage devices, as well 
as sound, rapidly became problems for many. Complexities in 
dealing with locally-connected printers, as well as user 
understanding of the use and management of network-attached printers, along with dealing with the increasing types 
of devices that required local synchronisation, often led to end user dissatisfaction with server-based computing 
solutions. !ǎ ǘƘŜ ǘŜŎƘƴƻƭƻƎȅ Ƙŀǎ ƛƳǇǊƻǾŜŘΣ ǎǳŎƘ ƛǎǎǳŜǎ ƘŀǾŜ ōŜŜƴ ŀŘŘǊŜǎǎŜŘΣ ǿƛǘƘ ǘƻŘŀȅΩǎ ǎƻƭǳǘƛƻƴǎ ƻŦŦŜǊƛƴƎ Ŧǳƭƭ 

Main findings: 
¶ Server-based computing is a mature technology, based on many years of research and investment by 

vendors like Microsoft and Citrix 

¶ Most early issues have been addressed, and the experience for the majority of users will be of at least 
the same quality (and often better) than client-orientated computing 

ά! ōƛƎ Ǉƻƛƴǘ ƛƴ ǘƘŜ 
favour of server-based 
computing was that 
the part that the user 
saw had no special 
ǊŜǉǳƛǊŜƳŜƴǘǎέ 
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support for USB devices and print redirection, as well as local sound support. Increasingly, the vendors involved also 
provide tools to manage this to a greater extent, enabling both end user self-service, as well as centralised control; for 
example to stop users from copying data from the centralised environment to a USB-connected storage device.  
 
The need to engineer the server topology to meet the loads also meant that many organisations found themselves 
with large data centres containing racks of servers serving a few tens of users per server. At the time, this was an 
expensive approach, but with the fall in server hardware costs, combined with the massive improvements in server 
densities and the performance of server-based computing combined with the increasing acceptance of virtualisation, 
such issues have been minimised. 
 
However, other problems still persisted. For well-architected, multi-tier client/server applications, server-based 
computing was ideal. However, many applications which were ƴƻǘ ǿŜƭƭ ŀǊŎƘƛǘŜŎǘŜŘ ǊŜǎǳƭǘŜŘ ƛƴ ŀ άŎƘŀǘǘȅέ ǎȅǎǘŜƳΦ 
Here, applications that require constant graphical updates or that interpreted every single keystroke as a full event 
meant that the traffic across the network between the server image and the graphical device was very high ς and this 
often resulted in high latency and slow responses that made for a poor end-user experience. 
 
Latency within a network, as discussed here, is defined as the time it takes for information to be typed in to the client 
device, to be transferred to the server, for the application to do whatever it needs to do with the information and to 
return a response to the client device. Although a proportion of this will be down to application performance at the 
server itself, a major part is down to the time it takes for the network to transport the keyboard inputs and graphical 
outputs to and from the server. For many networks, and particularly for those wanting to access server-based 

applications from a remote environment, and even more so for 
those carrying out such access over a public network such as the 
internet, network latency can be high, in many cases as much as 
half a second or worse. 
 
The most important area where latency becomes an issue is where 
the applications concerned are paǊǘ ƻŦ ŀ ǳǎŜǊΩǎ Řŀȅ-to-day work. 
Here, Microsoft Office became a major focus of complaints in 
providing users with a suitable experience when full server-based 
computing solutions were provided to many workers. Even though 
other applications, such as Microsoft Outlook running against 
Exchange and many client/server applications, gained performance 
through server-based computing, the experience with Office was 
enough to put many off the use of server-based computing. 
However, for those working in a definable, task-based environment 

(e.g. contact centre agents, purchase order processors), the client/server nature of their main tools made server-
based computing a good choice. 
 
Also, for those working within a single location with good backbone network connections to the data centre where 
the applications were being served, more often than not the problems were manageable even when office 
productivity applications, such as word processing and spreadsheets, were being provided. However, for those 
accessing from remote branches or whilst on the road, this often meant that a hybrid approach had to be taken, with 
enterprise and many client/server applications being served from the centre, but personal applications still being 
installed locally on the device itself. 
 
Therefore, many remote users still found themselves with the problems of having to have dedicated PCs and/or 
laptops, along with other client devices to meet their work needs. 
 
However, new advances have brought in the capability for wide area network acceleration technologies to be 
combined with server-based computing, enabling much faster response over low bandwidth and public networks. 

 

  

άaŀƴȅ ƻǊƎŀƴƛǎŀǘƛƻƴǎ 
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5. The new world of server-based computing 
 

 
 
With all the issues around old-style server-based computing, it is remarkable that it garnered the amount of support 
that it did. However, its use in task-based environments meant that it provided sufficient revenues for vendors to 
continue investments into the technology, and a new generation of products now means that previous issues have 
been dealt with. 
 
The main players in server-based computing knew that rapid advances would need to be made in many areas so as to 
not only enter new markets, but also to maintain their position in a world where web-based computing was beginning 
to make itself felt. Existing issues had to be addressed, and new functionality had to be added, to reflect advances in 
other parts of the technology markets, as well as reflect the changing face of business. 

 
Issues around local device support were soon dealt with, with the 
enablement of local printers, USB devices, and sound cards. User 
image densities were also addressed, ensuring that many more 
individuals could be supported per physical server ς and not just 
through following the rapid advances in equipment density that 
the hardware vendors were achieving, but by applying multipliers 
over and above that, such that a doubling of hardware capabilities 
often led to four or more times the number of possible concurrent 
images being supported. 
 
Provisioning applications has been made much easier, with users 
being able to self-provision from a portal site in an easy yet 
controlled manner. Security concerns have been addressed; for 
example Citrix provides a full security gateway solution within its 
portfolio. With this, full use of roles and profiles are allowed for, so 
that only those who have access to any specific application, for 
example, can see that application within the portal.  
 
This has also led to a minimisation of issues around image 
management (see section 6). Many approaches are now based 

around the building of dynamic images, such that static images containing the operating system plus the full set of a 
ǳǎŜǊΩǎ ŀǇǇƭƛcations are not required any longer. This leads to many positive side effects, which will be discussed later.  
 
A range of innovations have seen speed of response hugely improved, including wide area network acceleration and 
packet shaping, so that chattiness at the network level is minimised. 
 
Hybrid environments, where the capability to run applications direct from the local device when network connections 
are not available, are now better supported, with applications being able to be provisioned to the device and updated 
in the background when the user is connected. 
 
All these advances, and others, now mean that network-centric computing is well positioned to serve a far larger 
ǇǊƻǇƻǊǘƛƻƴ ƻŦ ŀƴ ŜƴǘŜǊǇǊƛǎŜΩǎ ǳǎŜǊǎ ς and cannot be seen to be just aimed at task workers and desk-bound users. 
 
The addition of applications and tooling outside of the main areas of traditional server-based computing is also 
helping to position the vendors in this area as mainstream suppliers to enterprises. 

 

Main findings: 
¶ The server-based computing market continues to be technologically dynamic 

¶ Old issues, such as sound, support for local devices and lip-synching of video, have been effectively 
addressed 

¶ Server-based computing vendor portfolios now aim to provide end-to-end solutions, not just point 
solutions 

ά! ǊŀƴƎŜ ƻŦ 
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6. Static images, dynamic images, application streaming and trickle feeds 
 

 
 
With the increased use of virtualisation, creating images of the desktop and serving them to devices is no longer the 
difficult task it used to be. Although there are still many issues that an organisation must be aware of, this can be 
done in a controlled manner. 
 
One approach to thin client computing is based on creating and maintaining one image per user. Here, full images of 
ǘƘŜ ǳǎŜǊΩǎ ŘŜǎƪǘƻǇ όƻǇŜǊŀǘƛƴƎ ǎȅǎǘŜƳ Ǉƭǳǎ ŀǇǇƭƛŎŀtions) are hosted centrally in the data centre and are then 
ǇǊƻǾƛǎƛƻƴŜŘ ŀǎ ƛƳŀƎŜǎ ŀǘ ǘƘŜ ǎŜǊǾŜǊ ƭŜǾŜƭΣ ǿƛǘƘ ǘƘŜ ƎǊŀǇƘƛŎŀƭ ƛƴǘŜǊŦŀŎŜ ōŜƛƴƎ ƳŀƴŀƎŜŘ ōȅ ǘƘŜ ǳǎŜǊΩǎ ŘŜǾƛŎŜ ŀǎ ŀ thin 
client. Therefore, the user gets a full desktop experience, with the capability to install their own software and for full 
personalisation, and the organisation gains all the control and manageability of centralised images. Images are quick 
to provision, and the end user experience is generally high. The user can install their own applications if allowed by 
the central policy engine, or the image can be locked down. 
 
However, problems can arise. For example, a 10,000 employee organisation with 8,000 computer users could have a 
relatively large number of task workers where a single image will suffice. Even here, user profiles have to be 
managed, and it may not always be possible to re-use a single image 
outside of a similar group of users. Therefore, multiple images soon 
start to build up. Also, as soon as you get above the task worker 
level, each person will generally need their own image ς and these 
individual images will all need managing separately. Therefore, 
should an operating system update be required, the IT department 
could still find a need to update hundreds or thousands of images ς 
unless dynamic images are being used. 
 
A dynamic image is one that is constructed on the fly. Each image is 
built up every time it is used, starting with the operating system and 
ending with the various applications and services that an individual 
user requires. If necessary, multiple images of specific parts (e.g. 
different versions of a specific operating system needed to support 
different specific applications) can be maintained and managed, but 
generally speaking a single image of any one iteƳ ǿƛƭƭ ōŜ ŀƭƭ ǘƘŀǘΩǎ 
required. Therefore, the organisation above would only need to 
maintain one core image of the operating system. If this needs 
updating, then this one image is updated ς not all the individual user 
images. The next time that the user logs in, the image is built from the ground up, ensuring that the newly updated 
operating system is included in the build. 
 
A side effect of this is that anything that a user does to an image they are running can be temporary; for example, 
allowing the user to install an application can be allowed for a single session. Therefore, any response issues due to 
images becoming less responsive as poorly behaved new applications are installed, as drivers are added for one-time 
usage of external equipment or whatever will only apply to the one usage instance of the image.  
 
However, new applications can still be added by the user, as opposed to being fully installed. Using advanced 
virtualisation, these can be kept outside the main operating system image, using virtual registry entries and sand-
boxed memory spaces (memory spaces that are kept completely separate from other areas, such that information 
from one part of area cannot cross over into another area) for running. By doing this, incompatibility issues can be 
minimised, regression testing can be avoided, and response times optimised. Also, such profiling can streamline 

Main findings: 
¶ Many different ways of supporting users have now come to market 

¶ Image management can be a major cost in thin client computing 

¶ Dynamic systems minimise costs while maximising flexibility 

¶ Offline capabilities still have to be allowed for 

ά{ƘƻǳƭŘ ŀƴ ƻǇŜǊŀǘƛƴƎ 
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security issues, as users can do more in sand-boxed environments without it having any capability to interfere with 
the rest of the corporate environment. 
 
However, this still leaves the issue of the occasionally connected user. If the managed image is to be held at the 
server, how can such users work when off-line? Two approaches here are the use of image streaming and the use of 
trickle-feed technologies to cache images of the applications on to a suitable end device, creating a local copy of the 
application for use when not connected.  
 
Image streaming requires the use of large dedicated images containing everything the user may need. This is the 
equivalent of the image-based approach for server-based computing, but instead of provisioning them at the server 
level itself, the image is sent to an end user device that is capable of holding and running the image. The problem is 
that the first image will be large ς it has to hold everything from the operating system upwards. Therefore, the user 
has to know that they will be at a tethered, high bandwidth point for some time to get the device first-time 
provisioned. This can be mitigated through providing the devices in this first-time provisioned state. Provided that the 
tooling is there, updates to the images can be managed centrally and only delta changes (i.e. the parts of the image 
ǘƘŀǘ ƘŀǾŜ ŎƘŀƴƎŜŘύ ǎŜƴǘ Řƻǿƴ ǘƻ ǘƘŜ ǳǎŜǊΩǎ Řevice. In many cases, this will result in a synchronisation of a few 
minutes, and even major patches such as a Windows service pack can be streamed in a shorter period of time than 
the actual update would take on the device itself. However, the problem still remains that there will be many images 
that need maintaining, and that the end device has to meet the requirements of the total image. 
 
Application trickling is a different approach. ¢ƘŜ ǳǎŜǊ ǎǘƛƭƭ ƴŜŜŘǎ ŀƴ ƛƴǘŜƭƭƛƎŜƴǘΣ ǊŜƭŀǘƛǾŜƭȅ άǘƘƛŎƪέ ŘŜǾƛŎŜΣ ŀƴŘ ƛt has to 

have an operating system present on it. However, the applications 
are trickled down to the device as virtual images that can run on 
the device without being fully installed. This trickle is carried out in 
the background when the user is connected, and is controllable by 
the user or by the centralised administrator. For example, the user 
can choose that all their office tools be made available for running 
while disconnected, yet their SAP or Siebel environments be only 
usable when connected and are capable of being served centrally. 
In the Citrix environment, such trickle feeds can be interrupted ς 
the user can disconnect from the network, reconnect elsewhere 
and the trickle will continue. The virtual images so created are 
continuously checked against a central database, and any updates 
required can then be trickled down in delta mode to maintain an 

up-to-date application.  
 
However, the use of a thick local client does bring in other issues, primarily around information security. It is 
important that such devices are secured as if they are completely disconnected devices, with all important data 
encrypted. As discussed, the use of digital rights management (DRM) can also help ensure that information can be 
securely encrypted and deleted from a disconnected device through rapid time outs. 

 

7. The new landscape 
 

 
 
Although the use of client devices has been relatively ubiquitous in businesses for many years, the need for 
organisations to remain flexible and dynamic in how they respond to market forces brings forward many issues.  

 
 

Main findings: 
¶ Security is a major issue, and has to be managed at a granular level 

¶ .ǊŜŀƪǎ ƛƴ ǎȅǎǘŜƳǎ ŀǾŀƛƭŀōƛƭƛǘȅ ŀǊŜ ƴƻǘ ŀŎŎŜǇǘŀōƭŜ ƛƴ ǘƻŘŀȅΩǎ ƻǊƎŀƴƛǎŀǘƛƻƴǎ 

¶ Information management is a growing concern 

άLŦ ǘƘŜ ƳŀƴŀƎŜŘ ƛƳŀƎŜ 
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Business considerations 

Quocirca believes that the main areas where organisations have to pay special attention are: 
 

¶ Security of client devices 

Many client devices these days are mobile, and any information held on these devices has to be regarded as a 
security risk. However, by turning the device into an access device only, maintaining the information at a 
centralised environment makes maintaining information security easier. 
 
However, for those requiring disconnected access, information will have to be stored on the device. Through the 
use of centralised storage combined with digital rights management (DRM), such distributed assets can still be 
effectively secured, with stored information being encrypted and automatically deleted should the person using 
the device not be able to renew the licence from an authorised network within a specified time period. 
 

¶ Virtual, dispersed, ad hoc and internal/external working groups 

It used to be the case that the ƳŀƧƻǊƛǘȅ ƻŦ ŀƴ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ǿƻǊƪ ǿŀǎ ŎŀǊǊƛŜŘ ƻǳǘ ōȅ ŜƳǇƭƻȅŜŜǎ ǿƛǘƘƛƴ ǘƘŜ ǘƻǘŀƭ 
control of that organisation, generally as full time employees or as contractors or consultants spending the 
ƳŀƧƻǊƛǘȅ ƻŦ ǘƘŜƛǊ ǘƛƳŜ ƻƴ ǘƘŜ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ǇǊŜƳƛǎŜǎΦ Most of these would be desk-bound, and an employee 
would access the network through a device that was allocated to them for their use alone. 
 
However, what we see now is the emergence of the virtual work group, made up from employees who may be at 
a desk, at home or on the road, combined with customers, suppliers and external workers not directly employed 

by the organisation (see Figure 1). 

External access to corporate systems
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Figure 1 

 
These groups may work together for long periods of time, or their collaboration may be more short-term. Such 
virtual, ad hoc teams need to be controlled. 
 
Here, the capability to rapidly provision a user with a secure desktop environment and control their access rights 
at a granular level is of critical importance. Also, ensuring that information cannot be downloaded by external 
ŎƻƭƭŀōƻǊŀǘƻǊǎ ǿƛǘƘƻǳǘ ǘƘŜ ƻǿƴƛƴƎ ŎƻƳǇŀƴȅΩǎ ŀƎǊŜŜƳŜƴǘΣ ǎƻ ƳŀƛƴǘŀƛƴƛƴƎ ƛƴŦƻǊƳŀǘƛƻƴ ǎŜŎǳǊƛǘȅ ƻƴ ǳƴŎƻƴǘǊƻƭƭŜŘ 
end user devices, is also key. 
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Through the use of network-centric computing, dynamic, dispersed groups can be rapidly set up and can then be 
managed through their lifecycle, with their environment being archived, as necessary, after the group has 
finished collaborating. All access to the collaborative environment can be shut off as required; for example, 
should an external member be deemed to be no longer a valid part of the group, that person can easily be 
removed from the environment, yet all of their input will still be available to the group as it will be held centrally. 
 
However, that person will not have access to any information themselves, being completely locked out, with no 
copies being held locally on their device. 
 

 

¶ Business continuity 

Historically, the focus has been on disaster recovery ς that is, the steps that a company has to take to recover to 
a position of technical capability should such capability be lost for some reason. 
 
Nowadays, the focus has shifted from disaster recovery to business continuity. The problem with disaster 
recovery is that by the time it is needed, it can be too late, as the business has often lost the capability to 
function, and is losing too much money to keep going. 
 
Business continuity is more focused on ensuring that a level of capability is maintained throughout a disaster, and 
network-centric computing is a major part of such a strategy. 
 

Case Study: Telefonica O2 DŜǊƳŀƴȅ DƳōI ϧ /ƻΦ hID όάh2έύ 

As part of the Telefonica S.A. group, O2 provides contract and pre-paid cell phone products and services 
along with fixed line and broadband services across Germany. These services are offered via 570 O2 
owned and partner stores, and this has been further complicated through partnerships with Tchibo (a 
joint venture) and other service providers such as mobilcom, debitel, Talkline, Telco and Victorvox. 
 
O2 has been using Citrix XenApp to provide comprehensive point of sale (POS) services to the retail 
shops. However, it wanted to extend access to other external users, specifically external specialists 
used for outsourcing the development of software.  
 
O2 first looked at providing pre-configured PCs to the specialists, but this was rapidly discounted due to 
high costs and complex logistics, as well as security considerations.  
 
Instead, O2 decided on extending its usage of Citrix technology and, through Platinum Citrix Solution 
Advisor Bechtle AG, looked to using desktop virtualisation. Citrix XenDesktop was chosen, as this 
ŜƴŀōƭŜŘ ŜŀŎƘ ŘŜǾŜƭƻǇŜǊΩǎ ŘŜǎƪǘƻǇ ŜƴǾƛǊƻƴƳŜƴǘ ǘƻ Ǌǳƴ ŀǎ ŀ ǘƻǘŀƭƭȅ ǎŜǇŀǊŀǘŜ ŜƴǘƛǘȅΣ ƛǎƻƭŀǘŜŘ ŦǊƻƳ ǘƘŜ 
rest of the corporate IT. SSL VPN technology was used to ensure that access and data on the move was 
suitably secure.  
 
The solution also ensured a consistent experience for the developers, with long distances having no 
impact on the response times experienced. 
 
Around 100 virtual desktops were initially set up, using two physical servers in O2Ωǎ Řŀǘŀ ŎŜƴǘǊŜΦ At peak 
times, up to 50 developers are using the system concurrently, with positive responses from the user 
base, even for those in India with relatively low quality network connections. 
 
O2 is now looking at extending this approach to other areas of its business. 
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By bringing all desktop instances into a central data centre, standard server-based business continuity practices 
can be brought to bear. HerŜΣ άƴҌмέ ǊŜŘǳƴŘŀƴŎȅ Ŏŀƴ ŜƴǎǳǊŜ ǘƘŀǘ ǘƘŜ ŦŀƛƭǳǊŜ ƻŦ ŀƴȅ ǎƛƴƎƭŜ ŎƻƳǇƻƴŜƴǘ ǿƛǘƘƛƴ ǘƘŜ 
data centre does not impact any user to any great extent. Multiple networks will ensure that users can still access 
their virtual desktops even if one network fails. 
 
Mirroring of systems can ensure that even should a complete data centre be compromised, users can fail over 
gracefully to the mirrored images in another data centre. 
 
Even if the client device itself fails, all the user has to do is to move to another device and log back in to the 
system. Due to the statefulness of network-centric computing solutions, they will then be taken to the last known 
state of the desktop, enabling them to pick up where they had left off. 
 

¶ A single information asset 

With a proliferation of devices, the number of copies of any single information asset is liable to grow. Therefore, 
ŀƴ ƛƴŘƛǾƛŘǳŀƭ Ŏŀƴ ŦƛƴŘ ǘƘŜƳǎŜƭǾŜǎ ǿƛǘƘ ƳǳƭǘƛǇƭŜ άƭƛǾŜέ ŎƻǇƛŜǎ ƻŦ ŀ ǎƛƴƎƭŜ ŘƻŎǳƳŜƴǘ ƻǊ ǎǇǊŜŀŘǎƘŜŜǘΣ ƭŜŀŘƛƴƎ ǘƻ 
errors in how information is utilised and disseminated. 
 
Through the use of server-centric computing, a single instance of an information asset can be maintained ς even 
where a copy has to be provided to a less connected device. Synchronisation techniques allow any changes 
carried out to a document to be automatically copied to the master document when a device does connect to the 
network, with any conflicts due to changes being made to both documents being raised so that the user can deal 
with them. 
 
A knock-on effect of this is a sharp drop in storage requirements, due to the eliminations of redundant 
documents. Not only does this lower capital costs in the purchase of storage devices, but also speeds up search 
response and ensures that others only see the live information ς not old copies of it. When combined with the 
storage savings created through using a single desktop image, a server-centric approach to computing can create 
a massive decrease in the amount of storage required for an organisation ς and the concomitant costs of 
managing it. 
 

¶ Information and data access anywhere, any time 

A big issue for organisations these days is providing access to information for mobile workers. Providing the user 
with a collection of different devices, including laptops, smart phones and other deviceǎΣ άƛƴŦƻǊƳŀǘƛƻƴ ǎǇǊŀǿƭέ 
becomes a major concern. Through the provision of a network-centric approach, combined with information and 

application streaming, an organisation can ensure that its 
workers have access to the single instance of the information no 
matter where they are ς even when disconnected from the 
network itself. 
 

¶ Choice of device 

The nirvana of the ultimate single device, capable of doing 
everything that a user wants, remains as far away as ever. There 
is still a need for small handheld devices that major on telephony 
but provide a level of internet connectivity, as well as devices 
with larger screens, a means of rapidly inputting data through 
larger keyboards and so on. 
 
This increase in device types is further exacerbated by the 
relatively cheap prices for many different PC and laptop devices, 
meaning that many employees now prefer to source their own 
laptops. Within certain sectors, such as the education and service 
industries, where a large number of contractors are involved, any 
attempt to dictate the type of device used can prove impossible. 

 

ά¢Ƙƛǎ ƛƴŎǊŜŀǎŜ ƛƴ ŘŜǾƛŎŜ 
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Therefore, any server-ŎŜƴǘǊƛŎ ŀǇǇǊƻŀŎƘ Ƙŀǎ ǘƻ ŀƭƭƻǿ ŦƻǊ Ǿŀǎǘ ŘƛŦŦŜǊŜƴŎŜǎ ƛƴ ǘƘŜ ǳǎŜǊΩǎ ŎƘƻƛŎŜ ƻŦ ŘŜǾƛŎŜΣ ŀƴŘ ŜƴŀōƭŜ 
them to move from one device to another, as required. 
 
This requires support for multiple operating systems within and outside of a standard desktop device, as the 
more mobile form factors have not yet converged on a single operating system. Any solution chosen must, 
therefore, be able to provide a run-time capability across a wide range of device types and operating systems. 
 
CƻǊ ŜȄŀƳǇƭŜΣ ŦƛŜƭŘ ŜƴƎƛƴŜŜǊǎ Ƴŀȅ ǳǎŜ ǘƘŜƛǊ ƳƻōƛƭŜ ǇƘƻƴŜ ǊǳƴƴƛƴƎ {ȅƳōƛŀƴΩǎ ƻǇŜǊŀǘƛƴƎ ǎȅǎǘŜƳ ŀǎ ŀ ŦƛǊǎǘ Ǉƻƛƴǘ ƻŦ 
access, but if they need to refer to technical plans, will need to move to a larger screen size device running 
Microsoft Windows. A network-centric approach, with multi-device support and statefulness, means they can 
move across device types relatively seamlessly. 
 

¶ A common, consistent user experience 

With such diversity of devices, it is important that each user has a reasonable level of consistency in their 
experience across the devices. Obviously, this will be constrained to some extent due to the differences in device 
capabilities, such as screen size and input method, but a user should not have to learn new methods of navigating 
systems and dealing with applications and information for each device. 
 
Similarly, the user will increasingly expect consistency in performance, and any approach that is dependent on 
the availability of large amounts of bandwidth will always struggle here. However, server-centric computing 
minimises network issues and can provide similar performance over shared mobile networks, as it can over a 
higher bandwidth dedicated link. 
 
Within this area, flexibility is key. By taking network performance out of the equation, the device constraints 
themselves become the main issue. Providing the capability for some users to pan and tilt across an environment 
on a small screen may be what they desire, others may want a more tabbed approach, with field structures in 
applications remaining exactly the same as they would see on a larger screen. 
 

¶ Environmental issues 

The headlong rush for ever more powerful desktop devices also 
introduces environmental issues. With many desktop devices 
using more power than a standard light bulb and left on 24 hours 
a day, an organisation running 1,000 PCs is having a heavy 
impact on the environment. Many organisations leave PCs 
turned on so that these systems can be updated during quiet 
periods, so little actual value is provided during these times. 
 
AŘǾŀƴŎŜŘ ǇƻǿŜǊ ƳŀƴŀƎŜƳŜƴǘ ǎȅǎǘŜƳǎΣ ǎǳŎƘ ŀǎ άŘŜŜǇ ǎƭŜŜǇέ 
power down capabilities, are now supported through some 
server-centric computing approaches. For organisations staying 
with a PC focus, using such capabilities can provide good energy 
savings, particularly when measured across a large number of 
assets. 
 
However, many new client devices aimed at providing access to 
server-centric computing now run at around 10W or so ς a saving of 40W or so against a standard PC. When 
taken across a complete organisation, such savings soon add up, and provide a combination of enhanced green 
credentials and actual cost savings to the organisation. 
 
Further, such clients are not dealing with the actual workload of the computing ς this is being done by the server. 
Therefore, there is no need to keep chasing the latest and greatest feeds and speeds for desktop computers (or, 
indeed any access device), so extending the life of the device, and therefore optimising its environmental 
efficiency. 
 
This need not be an approach where everything has to be replaced in one go, but one which looks to replace 
existing desktop assets as they reach the end of their natural lifespan. It is reasonably easy to create a 

άaŀƴȅ ƴŜǿ ŎƭƛŜƴǘ 
devices aimed at 
providing access to 
server-centric 
computing now run at 
around 10W or so ς a 
saving of 40W or so 
ŀƎŀƛƴǎǘ ŀ ǎǘŀƴŘŀǊŘ t/Φέ 



THE PERFECT STORM February, 2009 

 

©Quocirca 2009  Page 15 
 

spreadsheet that can show when the optimal cross-over point is for such a replacement, and for savings to be 
made across a larger proportion of the desktop device asset base. 
 
 

¶ Collaboration 

Groups of people need to be able to share information and collaborate on various issues. Server-centric 
computing has to allow for this. 
 
CƻǊ ŜȄŀƳǇƭŜΣ ƛƴŦƻǊƳŀǘƛƻƴ ōŜƛƴƎ ǎƘƻǿƴ ƻƴ ƻƴŜ ƛƴŘƛǾƛŘǳŀƭΩǎ ŘŜǾƛŎŜ Ƴǳǎǘ ōŜ ŀōƭŜ ǘƻ ōŜ ǎƘŀǊŜŘ ƛƴ ǊŜŀƭ ǘƛƳŜ ǿƛǘƘ 
another, enabling both parties to comment and input information as required. Indeed, the solution should be 
able to support larger numbers of people, from small ad hoc workgroups through to large project teams where a 
more presentation-like approach may be desired. 
 
Also, individuals should be able to request help from wherever they are, and technical staff should be able to 
provide guidance and direct assistance as required. 

 

¶ Audit and governance  

There has been a massive growth in requirements to be able to track exactly where information has been stored, 
what actions have been taken on it and the flows of the information across and beyond an organisation. A 
proliferation of devices, each with their own data storage, makes it hard to ensure suitable audit and governance. 
 
The use of server-centric computing makes it much easier to enable a full audit trail to be built up of what is done 
with information when, and by who. 
 

Case Study: Leicestershire Constabulary, UK 

The Leicestershire Police force covers over 2,500 square kilometres of mixed cities, towns and 
countryside. It has 2,300 police officers and 1,200 civilian police staff to provide services to approximately 
1 million citizens. 
 
The police officers spent much of their time filling in forms. This had to be done at a computer at a desk, 
minimising the amount of time the officer was spending on the street.  
 
The police force looked into how this could be minimised, and decided that toughened laptop devices 
within police vehicles could be a way forwards. 
 
Through Citrix reseller Point-to-Point, the police force installed 200 Panasonic ToughBooks into their 
police vehicles, each accessing the centralised systems through Citrix XenDesktop.  
 
Many of these centralised systems were legacy applications, which would have meant considerable 
amounts of time and money needing to be spent in extending their use to the new mobile devices. 
Instead, Citrix XenDesktop enabled existing access methods to be maintained, but accessed remotely in a 
secure manner. Not only has this saved on re-coding costs, but has also minimised any need for re-
training officers in the use of the applications. A further benefit is that, as no data is stored on the remote 
devices, the loss of any device would not be the major issue it would be if details on members of the 
public were being stored locally for synchronisation at a later date. 
 
[ŜƛŎŜǎǘŜǊǎƘƛǊŜ tƻƭƛŎŜ ŜǎǘƛƳŀǘŜ ǘƘŀǘ ǇƻƭƛŎŜ ƻŦŦƛŎŜǊǎΩ ǇǊƻŘǳŎǘƛǾƛǘȅ Ƙŀǎ ōŜŜƴ ƛƴŎǊŜŀǎŜŘ ол҈ ǘƘǊƻǳƎƘ ǘƘŜ ǳǎŜ ƻŦ 
the XenDesktop solution. This means that more time is spent at the front line, dealing with the issues that 
the public expect, rather than officers being in the police station filling in forms. 
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Even with local synchronous copies of information being held on some occasionally disconnected devices, the use of 
DRM and meta-data can ensure that these assets can be fully included in an audit and governance policy. 

Technical considerations 

As well as the business requirements, any chosen solution has to be able to meet the requirements of the IT 
department itself. 
 
Here, Quocirca believes that the following points have to be addressed by any solution: 
 

¶ Driving up server utilisation rates 

On average, a Windows-based server in a data centre runs at under 10% utilisation. The equivalent utilisation at a 
desktop machine tends to be around 3% at rest (due to embedded services), peaking at 100% for very small 
periods of time, but leading to performance degradation for the user. In addition, issues with memory leads to 
paging of data to disk and, again, the end user will notice poor response times to their applications. 
 
With careful architecting of a server farm to support the desktop images and remote device access, it is possible 
to drive server utilisation up to 80% or so.  
 
Replacing the desktop PCs with dedicated devices for server-based computing minimises power consumption and 
removes any dependence on CPU and memory at the device. 
 

As a move is made to replace a higher proportion of existing 
desktop assets with lower power devices more aimed at server-
based computing, this move of utilisation from the desktop to the 
server means that overall power savings can be significant.  

 

¶ Asset lifecycle/sweating investments 

Combined with optimising hardware asset utilisation, ensuring that 
assets can be used over extended lifecycles should also be the aim 
of any IT department. At the access device level, removing the 
dependency of the actual business workload from the capabilities 
of the device means that the device can be used for an extended 
period of time ς for example, many organisations are still using the 
same client devices 7 to 10 years after first implementing them, 
compared to an average PC life cycle of 3ς4 years. 
 
Even at the server level, those users requiring the highest response 
levels can be put on to the newest server hardware, and where 

they become constrained through the need for more storage or general resources, this can best be provided 
through virtualisation. 
 
For those whose requirements are more predictable, such as task workers, the capabilities of servers bought now 
should still be able to support these people for many years. Also, as tier one resources age and new servers have 
to be bought for the higher-end users, the old hardware from supporting these individuals can be cascaded down 
to support the task workers. 
 
Therefore, server assets can have their lifecycles extended by many more years than is currently common. 
 

¶ Speed of new user provisioning 

With a thick client approach, provisioning a new user can be complex and time consuming. For example, firstly a 
new PC has to be sourced. ¢ƘŜƴΣ ŀ άƎƻƭŘέ ƛƳŀƎŜ ƻŦ ǘƘŜ ōŀǎƛŎ ƻǇŜǊŀǘƛƴƎ ǎȅǎǘŜƳ ŀƴŘ ƎŜƴŜǊŀƭ ŀǇǇƭƛŎŀǘƛƻƴǎ Ƙŀǎ ǘƻ ōŜ 
loaded on to the device. Often, this will then have to be updated with the latest patches and updates. The device 
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then has to be configured with any static settings and individual-specific applications. Only at that point can the 
individual begin to make use of the device. 
 
With a server-ōŀǎŜŘ ŀǇǇǊƻŀŎƘΣ ƛƳŀƎŜǎ Ŏŀƴ ōŜ ǊŀǇƛŘƭȅ ŎǊŜŀǘŜŘ ŦǊƻƳ ǾƛǊǘǳŀƭ άǎǘǳōǎέΣ ǎǘŀǊǘƛƴƎ ŦǊƻƳ ǘƘŜ ƻǇŜǊŀǘƛƴƎ 
system upwaǊŘǎΣ ǿƛǘƘ ŜŀŎƘ ƛƳŀƎŜ ōŜƛƴƎ ŎƻƳǇƭŜǘŜƭȅ ƛƴŘƛǾƛŘǳŀƭ ǘƻ ǘƘŜ ǳǎŜǊΩǎ ƴŜŜŘǎΦ The access device is nothing 
special ς ǘƘƛǎ Ŏŀƴ ŜƛǘƘŜǊ ōŜ ŀƴ ŜȄƛǎǘƛƴƎ άƘƻǘ ŘŜǎƪέ ǘȅǇŜ ŘŜǾƛŎŜΣ ƻǊ Ŏŀƴ ōŜ ƻƴŜ ƻŦ ŀ ŦŜǿ ǎǘŀƴŘŀǊŘƛǎŜŘ ŘŜǾƛŎŜǎ ƘŜƭŘ ƛƴ 
inventory, or even a device chosen and paid for by the user themselves.  
 
Through this approach, users can be provisioned and up and running in minutes, rather than hours or days. 
 

¶ CƭŜȄƛōƛƭƛǘȅ ƛƴ ƳŜŜǘƛƴƎ ǘƘŜ ōǳǎƛƴŜǎǎΩǎ ŘŜƳŀƴŘǎ 

With standard thick client computing, any new piece of software or capability required by the business will 
involve the update of all the desktop systems. With the increase in the use of mobile laptops as well, these may 
have to be recalled for the installation of the software, or at least a long period of connection to the network will 
be required to ensure that the application is installed. 
 
Also, non-standard device usage can lead to problems with application installation, and users of such devices may 
find themselves forced to switch to the use of a more standard device ǘƻ Ǝŀƛƴ ǘƘŜ ŀǇǇƭƛŎŀǘƛƻƴΩǎ ŎŀǇŀōƛƭƛǘƛŜǎΦ 
 
However, with a server-based approach, the new functionality can be rapidly applied against the standard image 
and added to any existing images, particularly if dynamic 
images are to be used. As the desktop view is presented to the 
user dynamically, the next time they access the system, they 
will automatically have access to the capability ς no matter 
which device they use to gain access with. 
 

¶ Centralised control 

Controlling a range of assets, including desktop PCs, laptops, 
smart phones and so on, has been a perennial problem for IT 
departments. Not only is asset discovery and maintenance an 
issue, but any problems within the asset base can have a 
ŘƛǊŜŎǘ ƛƳǇŀŎǘ ƻƴ ŀƴ ƛƴŘƛǾƛŘǳŀƭΩǎ ŎŀǇŀōƛƭƛǘȅ ǘƻ ŎŀǊǊȅ ƻǳǘ ǘƘeir 
work. 
 
By bringing the desktop images into a central controlled area, 
such issues are minimised, and the IT department has greater overall control over more areas, including: 
 

o Security 

One of the major issues with providing thick clients to users is in controlling what the user then does with these 
devices. The very ubiquity and openness of the platform means that users can bring in applications and content 
from home, which can compromise the security of the corporate network. Although desktops can be locked 
down to prevent users from installing applications, uploading content or using external storage devices, common 
workarounds for bypassing such security are relatively well known making locked down systems difficult to police 
effectively. 
 
Using server-based images, full control is possible. Further, through using virtualisation and dynamic images, 
users can be allowed to add their own applications and content which can be securely held in specific memory 
and without adding any entries to the master registry files. When the user has finished with the session, any 
additions can be effectively wiped, ensuring that the security of the environment has not been compromised. 
 

o Support  

When an individual has a problem with their client device, or with an application, they generally have to call the 
help desk, which will then try and talk them through how to fix the issue. Some organisations utilise remote 
ŀŎŎŜǎǎ ǎƻŦǘǿŀǊŜ ŜƴŀōƭƛƴƎ ǘƘŜƳ ǘƻ ǘŀƪŜ ŎƻƴǘǊƻƭ ƻŦ ǘƘŜ ǳǎŜǊΩǎ ŘŜǾƛŎŜ ŀƴŘ ŜƛǘƘŜǊ ŦƛȄ ƛǘ ǘƘŜƳǎŜƭǾŜǎ ƻǊ walk the user 
visually through what needs to be done by showing them directly on their screen the steps required. 
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If the client device has developed a major problem, however, the help desk will not be able to get to it remotely, 
and will be reduced to the standard response of asking the user to reboot the device. If that does not work, then 
a site visit by technical personnel will be required. Until the engineer can get to the user, they may well be 
without capability to do their job. 
 
With a server-based approach, however, client device problems become far less of an issue. For example, should 
the device become unusable, the user can just log on to their session from another device for exactly the same 
experience as they had previously. Should there be a problem with the hosted image, this can be taken down and 
reset in seconds, minimising downtime for the user. 
 
However, where the user is struggling with how to carry out an action within an application, remote help will still 
be required. Through using collaborative solutions based against known server-based images, the level of help 
that a help desk agent can provide is greatly increased. 

 
 
 

Case Study: Dascher 

Dascher is a European logistics company, moving some 14.6 million tonnes of goods annually across the 
globe. The company employs 12,450 people within three operating units, Dascher Europe Logistics, Air 
& Sea Freight and Dascher Food Logistics. The company has a pan-European network of locations, 
characterised by their proximity ǘƻ ǘƘŜ ŎƻƳǇŀƴȅΩǎ ŎƭƛŜƴǘǎΦ  
 
However, Dascher had ended up with an infrastructure of many distributed servers and fat clients. 
Dascher was looking at rationalising its IT services, providing its multiple locations with centralised 
services such as email, internet access and Microsoft solutions. The main drivers were that any solution 
chosen had to be able to provision such services rapidly to existing and new sites, while doing this in the 
most cost effective manner possible. 
 
Dascher first looked at providing each site with its own server and standardised PCs. However, the lack 
of suitable IT support staff at each site meant that maintaining such a solution would be a major 
problem, and outsourcing support would be cost prohibitive. Further, security considerations made such 
an approach unattractive.  
 
Dascher then looked to the use of Citrix XenApp alongside existing Microsoft Windows Server 2003 and 
Windows Server 2000 installations. All existing desktop applications were consolidated into one server 
farm, and Wyse thin clients were used as access devices from all the remote sites.  
 
Initially, only the German speaking sites were targeted, but this has now been extended to other 
countries. A side effect of using Citrix technology has been that Dascher staff can now log on to a device 
at any office, and will be presented with a desktop in their native language. For example, a Danish 
worker visiting the Hungarian site will still see their Danish desktop when they log on through any of the 
devices at the site.  
 
Further, new applications can now be deployed company-wide in a fast and simple manner. By installing 
the new or updated software at the single server farm, all users automatically pick up the new version 
as soon as they sign in to their desktop. Dascher does not have to worry about whether client devices 
can support the software, and retro-testing has been minimised. 
 
Dascher now has over 5,000 users across 220 sites accessing their desktops through Citrix technology.  
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o Device loss/theft 

With thick clients containing applications and data, the loss or theft of the device can have costs far beyond the 
actual value of the device itself. Indeed, as has been reported in the media all too often in the last few years, the 
loss of data can have huge costs, both financial and reputational. 
 
Server-based computing can ensure that only a minimal amount of information is held on the actual device, 
ensuring that the value of the device is just that of the device itself ς a few hundred dollars of plastic and metal.  
 
Even with devices that need to work when disconnected, the use of centralised control combined with digital 
rights management and encryption can ensure that information is secure and can be deleted remotely as soon as 
the device re-attaches to a network, or after a pre-defined period of time, whichever is the sooner. 
 

o Licence management 

Ensuring compliance with licence agreements continues to tax most organisations. With individuals having the 
capability to install their own software, departments buying their own licences and old licences being thrown 
away with end-of-life kit, few IT departments know exactly where they are with their licence agreements. 
 
Being out of licence agreement can be costly. Although the majority of vendors are relatively understanding with 
those organisations that can demonstrate that they have tried to monitor licence usage, groups such as the 
Federation Against Software Theft (FAST) haves the capability to push for punitive damages against those 
organisations that they decide have not applied a degree of due diligence. 
 
Server-based computing provides an ideal environment for ensuring that licence management can be applied. 
With all the master images in one place combined with the capability to control exactly what goes in to these 
images, organisations can ensure that the right number of licences are being used ς and in many cases can 
request licence fee reductions once they have identified exactly how many licences their organisation actually 
does need, rather than how many it thinks it needs. 
 

8. A hybrid approach 
 

 
 
For the majority of organisations, a completely server-based approach will not meet their overall requirements. Here, 
a more hybrid approach will be required, where the benefits of server-based computing, combined with the flexibility 
of a thick client device for certain types of user, will provide the best solution. 
 
However, the basic premise of centralised control should be applied across the board. The master image for the 
device should be held within the data centre, and for those who are desk-bound, or who will work from a controlled 
number of dedicated spots (e.g. two offices plus home), standard server-based computer images served to the device 
will make the most sense. 
 
For those who are more mobile, particularly where constant connectivity cannot be guaranteed, a thick client will be 
required. However, by using master images and streaming of the image to the device, along with synchronisation and 
delta system management, a high degree of control can still be enabled. 
 
On top of this, the means of providing server-based computing will need to be considered. Full images can be 
managed as above, but other means of trickling applications to an existing locally-held base image can also be utilised 
to provide access to newly required applications rapidly. By providing just the application, the base image does not 
have to be modified, and this approach can also be used to provide access to an application that may only be required 

for a short period of time. 

Main findings: 
¶ Server-ōŀǎŜŘ ŎƻƳǇǳǘƛƴƎ ƛǎ ƴƻǘ ŀƴ άŜƛǘƘŜǊκƻǊέ ŎƘƻƛŎŜ ς a hybrid approach is generally best 

¶ Server-based computing can and should be applied to non server-based devices 

¶ Centralised control of application images can still be used to provide functionality to thick client devices 
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9. Conclusions and recommendations 
 
The way businesses look at costs has changed dramatically during 2008, and will undergo further changes during 2009 
and 2010. Cost considerations are far more to the fore than they were in previous years, yet all the old problems of 
information security, user experience and manageability are still as important as they were.  
 
Continuing with existing approaches to how users access corporate IT services is looking increasingly untenable for 
many businesses, as the cost of providing, provisioning and maintaining thick client PC solutions not only becomes 
prohibitively expensive, but also fails to meet the needs of users who demand access to systems from a growing list of 
device types.  
 
The need for secure access to centrally cƻƴǘǊƻƭƭŜŘ ǎȅǎǘŜƳǎ ƛƴ ŀ ŎƻƴǎƛǎǘŜƴǘ ƳŀƴƴŜǊ ƳŀƪŜǎ ǘƻŘŀȅΩǎ server-based 
computing solutions compelling. User perceptions of such systems providing poor performance and of just shifting 
issues from the client to the server are now unfounded. Vendors such as Citrix and Microsoft now provide a full 
portfolio of offerings to ensure that their solutions are fully functional, support a full range of devices in a consistent 
manner, and that usability and security are both simplified. 
 
Quocirca firmly believes tƘŀǘ ŀ ŦŀǊ ƭŀǊƎŜǊ ǇǊƻǇƻǊǘƛƻƴ ƻŦ ŀƴ ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ŜƳǇƭƻȅŜŜ ōŀǎŜ Ŏŀƴ ƴƻǿ ōŜ ƳƻǾŜŘ ƻǾŜǊ ǘƻ ŀ 
server-based computing. No longer just for task-based workers in areas such as the contact centre or stores, many 
more knowledge workers and mobile workers can benefit from the greater support that can be provided through 
server-based computing, while also benefiting from the increased data security that comes with it. 
 
In addition, IT departments can move away from spending so much of their budgets on maintenance. Making the end 
device a less intelligent visualisation device means that systems management is optimised, and site visits minimised. 
Also, the use of dynamic system images combined with single instance data assets massively reduces storage costs, 
while optimising corporate audit and governance capabilities. 
 
Quocirca recommends that organisations look again at server-centric computing, evaluating its use based on simple 
risk management. Here, Quocirca asks 3 simple questions: 
 

1. Can your organisation afford for data assets to be stored in multiple, disconnected places, with decisions 
being made on out of date information?  

2. Can your organisation successfully and cost effectively deal with any fallout from the theft of a mobile device 
where data being held locally?  

3. Will the lack of flexibility that a thick client approach lays on to an organisation be enough to enable the 
organisation to survive the current market situation? 

LŦ ǘƘŜ ŀƴǎǿŜǊ ǘƻ ǘƘŜǎŜ ǉǳŜǎǘƛƻƴǎ ƛǎ άƴƻέ ǘƘŜƴ server-based computing could well be the way forward. 
 
As we look at the confluence of the various forces that are currently impacting organisations across the globe, it 
becomes apparent that the option of doing nothing is simply not feasible. Hard decisions do have to be made at 
several levels, with one being what happens with the user access device. IŜǊŜΣ ǘƘŜ ŎƻƴǎǘƛǘǳŜƴǘǎ ŦƻǊ ǘƘŜ άǇŜǊŦŜŎǘ 
ǎǘƻǊƳέ ŀǊŜ ŀƭƭ ǇƻƛƴǘƛƴƎ ǘƻǿŀǊŘǎ server-based computing being one area that should be investigated for greater use ς 
and could have a very positive impact on how well an organisation can respond under current market conditions. 
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About Quocirca 
 
Quocirca is a primary research and analysis company specialising in the 
business impact of information technology and communications (ITC). 
With world-wide, native language reach, Quocirca provides in-depth 
insights into the views of buyers and influencers in large, mid-sized and 
small organisations. Its analyst team is made up of real-world practitioners 
with firsthand experience of ITC delivery who continuously research and 
track the industry and its real usage in the markets. 
 
Through researching perceptions, Quocirca uncovers the real hurdles to 
technology adoption ς the personal and political aspects of an 
ƻǊƎŀƴƛǎŀǘƛƻƴΩǎ ŜƴǾƛǊƻƴƳŜƴǘ ŀƴŘ ǘƘŜ ǇǊŜǎǎures of the need for 
demonstrable business value in any implementation. This capability to 
uncover and report back on the end-user perceptions in the market 
enables Quocirca to advise on the realities of technology adoption, not 
the promises. 
 
Quocirca research is always pragmatic, business orientated and conducted 
in the context of the bigger picture. ITC has the ability to transform 
businesses and the processes that drive them, but often fails to do so. 
vǳƻŎƛǊŎŀΩǎ Ƴƛǎǎƛƻƴ ƛǎ ǘƻ ƘŜƭǇ ƻǊƎŀƴƛǎŀǘƛƻƴǎ ƛƳǇǊƻǾŜ their success rate in 
process enablement through better levels of understanding and the 
adoption of the correct technologies at the correct time. 
 
Quocirca has a pro-active primary research programme, regularly 
surveying users, purchasers and resellers of ITC products and services on 
emerging, evolving and maturing technologies. Over time, Quocirca has 
built a picture of long term investment trends, providing invaluable 
information for the whole of the ITC community. 
 
Quocirca works with global and local providers of ITC products and 
services to help them deliver on the promise that ITC holds for business. 

vǳƻŎƛǊŎŀΩǎ ŎƭƛŜƴǘǎ ƛƴŎƭǳŘŜ hǊŀŎƭŜΣ aƛŎǊƻǎƻŦǘΣ L.aΣ h2, T-Mobile, HP, Xerox, 

EMC, Symantec and Cisco, along with other large and medium sized 
vendors, service providers and more specialist firms. 
 
5Ŝǘŀƛƭǎ ƻŦ vǳƻŎƛǊŎŀΩǎ ǿƻǊƪ ŀƴŘ ǘƘŜ ǎŜǊǾƛŎŜǎ ƛǘ ƻŦŦŜǊǎ Ŏŀƴ ōŜ ŦƻǳƴŘ ŀǘ 
http://www.quocirca.com 
 

 

 

REPORT NOTE: 
This report has been written 
independently by Quocirca Ltd to 
provide an overview of the issues facing 
organisations seeking to maximise the 
effectiveness of todayôs dynamic 
workforce. 
 
The report draws on Quocircaôs 
extensive knowledge of the technology 
and business arenas, and provides 
advice on the approach that 
organisations should take to create a 
more effective and efficient environment 
for future growth. 
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